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The agentic Al reset is here

Now we can get down to serious Al integration and production-

grade implementations
BY NICHOLAS D. EVANS

erviceNow’s second annual Al

Maturity Index, a survey of over

4,500 private and public sector
leaders worldwide, revealed that this
year’s average maturity score dropped
from last year, from 44 to 35 (out of
100 points). In addition, fewer than 1%
of respondents scored over 50 on the
100-point Al maturity scale. This is actually
good news for the industry and for Al
adoption and here we explore why that
is and how CIOs are moving forward.

Despite the hype around agentic Al,
ClOs agree there’s an approaching reset
of expectations and The ServiceNow
report is further confirmation that the
reset is underway. In implementing
agentic Al, organizations began to know
what they didn’t know. Unlike generative
Al, which could be implemented as
a standalone solution or bolted on
somewhere, agentic Al requires far
deeper integration — at least if you want
to use it for maximum benefit.
Instead of just throwing up a user

interface and asking questions of a
chatbot, CIOs are looking to use agentic
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Al to execute tasks and orchestrate
workflows going deep into enterprise
processes, such as CRM, supply chain,
ERP, HR, finance, and more. All this, plus
the pace of tech advancement, existing
silos and legacy apps, and hundreds of
new agentic Al use cases, means ClOs
are seriously upping their game in terms
of Al integration, orchestration and
governance, keeping people in the loop
where needed, and taking it beyond pilots
to production-grade implementations.

| spoke with several tech leaders
to find out what they are seeing in the
market and how organizations are dealing
with their agentic Al implementations.
Here are four approaches they’re taking
into the enterprise.

1. DEALING WITH AND
MANAGING EXCEPTIONS

As agentic Al gets implemented within
core enterprise processes, it needs the
ability to deal with and manage business
exceptions — something that prior
software and automation techniques
such as RPA have often struggled with.
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“It’s still early days, but the impact
of Al agents is tangible and growing
quickly,” says Dan Priest, CAIO at PwC
US. “Al agents are showing real promise,
especially in areas like supply chain
and financial operations, which have
historically required significant manual
effort to handle exceptions. Al agents are
quite good at dealing with complexity,
including exception handling, due in
part to their ability to bring the insights
of how similar exceptions were resolved
into real-time scenarios.”

PwC’s recent Al Agent Survey found
that 83% of executives said agents were
helping solve business problems faster
and more effectively. For example, in
supply chain, they’re seeing Al agents
monitor real-time inventory levels, flag
anomalies, and autonomously trigger
reorders, cutting down on delays, and
reducing human bottlenecks.

2. PURSUING A MULTI-AGENT
APPROACH
EDB’s recent research on how the world’s
largest enterprises are preparing for
the agentic economy, and their ongoing
conversations, shows that the most
successful of them deploy 10 or more
agentic agents and business specific
generative Al intelligent applications.
According to Nancy Hensley, CPO
at EDB and EDB Postgres Al, these
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organizations have spread agentic
outside traditional customer support
to supply chain, marketing content,
automation, and even digital twins. “They
do twice as much as all the other groups
because they recognize there’s an ROI
cap in each business application, so they
do as much as possible,” she says.

When implementing agents, Priest
is also seeing a strong commitment to
responsible Al. Clients want to see Al
benefits, and they largely recognize the
importance of achieving those benefits
responsibly. “They’re leveraging Al agents
to empower their people,” he reveals.
“This means putting proper guardrails in
place, preparing teams to work alongside
agents, and building high-performing
groups where humans and Al collaborate.
Ultimately, it's about fostering a human-Al
partnership where each does what it does
best, and both evolve together over time.”

3. RETHINKING ARCHITECTURE
ClOs are also rethinking their enterprise
architecture and combining the best of
both worlds in terms of using Al agents
from their existing enterprise application
vendors, as well as introducing agents
from outside pure-play vendors. “Many
clients are starting with Al agents offered
by their existing ERP or CRM vendors
because they’re natively integrated and
relatively easy to implement,” says Priest.
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“At the same time, there’s growing interest

in purpose-built, task-specific agents from
outside vendors that can handle more
complex or specialized workflows. And as
multi-agent solutions grow in popularity,
orchestration platforms that help
harmonize across agent platforms play an
important role in agentic workflows.”

The concepts of sovereign data
and Al platforms, as well as Al, data,
and workflow platforms, are becoming
increasingly popular, too. “The number
one predictor of success for top
performers in our research was the view
that being their own sovereign data and
Al platform was the foundation for that
success,” says Hensley. “It allowed them
to be secure and expansive in delivering
this future, now.”

4. REFOCUSING
ON INNOVATION
Moving beyond efficiency is vital for top
performers when working with agentic
Al. The most successful organizations are
ambitious, but not just efficiency focused.
They’ve seen the technology prove out,
and they want to scale it. They’re thinking
strategically about what the benefits
are, where to drive change, and they’re
setting measurable goals that can go all
the way up to the board.

“Taking time, cost, and touches
out of work is valuable, but leaders
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are refocusing on innovation,” says
Priest. “Where can they combine their
differentiators with Al to create new
sources of advantage in the market?
ROI from new Al powered efficiencies is
quickly becoming the new standard for
table stakes.”

HOW THE RESET WILL
ADVANCE YOUR MATURITY
Of course, these approaches aren’t the
only steps forward-thinking ClOs and
CAIOs are taking when implementing
agentic Al deep within the enterprise.
But they provide hints of where to focus.
Think about dealing with and managing
exceptions, core workflows, and an
orchestrated multi-agent approach with
responsible Al guardrails and human-in-
the-loop processes wherever needed.
Also think about new architectures that
combine Al, data, and workflow in a
sovereign platform. Then combine your
differentiators with Al to create new
sources of advantage in the market.
Your agentic Al reset in terms of
time spent on these approaches and
others will yield reward and propel your
organization forward in Al maturity. Il
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The business processes
ripe for agentic Al

Operational Al is making its way into business, but ensuring
worthwhile investment requires knowing which workflows will benefit

BY BOB VIOLINO

his could be the year agentic

Al hits the big time, with many

enterprises looking to find
value-added use cases. A key question:
Which business processes are actually
suitable for agentic Al?

Business consulting firm Deloitte
predicts that in 2025, 25% of companies
that use generative Al will launch
agentic Al pilots or proofs of concept,
growing to 50% in 2027. The firm
says some agentic Al applications,
in some industries and for some use
cases, could see actual adoption into
existing workflows this year.

But not all business processes
are good candidates for agentic Al
and therefore are not worth the Al
investment. Some market observers
see an alternative — deterministic
automation — continuing to dominate
automation in production this year.

Here’s what CIOs should keep in
mind for ensuring agentic Al pays off
for a given workflow.

BUSINESS ALIGNMENT,
VALUE, AND RISK

How can an enterprise know whether a
business process is ripe for agentic Al?
One factor to consider, as with any IT
investment, is whether adopting agentic
Al will add actual value to a process.

“A successful agentic Al strategy
starts with a clear definition of what the
Al agents are meant to achieve,” argues
Prashant Kelker, chief strategy officer
and a partner at global technology
research and IT advisory firm ISG.

“It's essential to align the Al’'s
objectives with the broader business
goals. Agentic Al needs a mission.
Without a clearly defined purpose,
it'’s like sending a ship to sea without
a destination.”

Initially, a decision on whether a
business process is a good candidate
to switch to agentic Al would follow the
same internal processes applicable to
an evaluation of whether to use any new
business or technology solution, says
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Reiko Feaver, a partner at law firm CM
Law whose practice focuses on Al.

If a cost/benefit analysis shows that
agentic Al will provide what’s missing in
current processes, and deliver a return
on investment (ROI), then a company
should move ahead with the necessary
resources, including money, people,
and time. This equation is further
complicated by the fact that pricing
for vendor agentic Al offerings may be
complex and not yet fully clear.

The level of autonomy, increased
resources, and complexity of agentic
Al for a given process or processes
also create challenges that must be
considered, says Feaver. How well an
enterprise can address these challenges
can help determine whether processes
are ready for agentic Al.

“Does the business have the initial
and ongoing resources to support
and continually improve the agentic Al
technology, including for the infrastructure
and necessary data?” asks Feaver. “Does
[it] have in place the compliance review
and monitoring structure to initially
evaluate the risks of the specific agentic
Al; monitor and correct where issues
arise; measure success; remain up to date
on applicable law and regulation?”

In addition, can the business afford an
agentic Al failure in a process, in terms
of performance and compliance? “What
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would be the business impact if the
agentic Al failed and had to be replaced
with another solution to handle the
relevant business process?” says Feaver.
“Can that business process be backed
out easily to another solution?”

DATA AND ACTIONABLE
FRAMEWORKS

Another key attribute of a good agentic
Al use case is the quality of the data
being used to support a process.

“To derive tangible value and ROl on
agentic Al, companies need to ensure
they have high-quality data,” says Saket
Srivastava, ClO at work management
platform provider Asana. “If the data [that
agents] are acting on is outdated, isn’t
meaningful, or doesn’t align with company
goals, organizations aren’t going to find
valuable output from these Al agents.”

Al agents also need information on
who is responsible for specific tasks, what
the objectives are, when actions need to
happen, and how the process unfolds.
“Without this actionable framework,
even the most advanced Al systems will
struggle to provide meaningful value,”
explains Srivastava.

For Asana, agentic Al plays a pivotal
role in the company’s efforts to transform
work management internally and for its
customers. Last year, it introduced Al
agents that advise on priorities, drive
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workflows, and take action on work,
all while adapting to the unique ways
individuals and teams work.

The company also recently launched
Asana Al Studio, which uses agentic Al
to enable teams to create no-code, Al-
powered workflows. “These workflows
[allow] Al agents to handle repetitive,
manual tasks like triaging project requests,
drafting briefs, or assigning work,
significantly reducing the time teams
spend on busy work,” explains Srivastava.

“We’ve enabled all of our employees
to leverage Al Studio for specific tasks like
researching and drafting plans, ensuring
that accurate translations of content or
assets meet brand guidelines.”

For example, Asana’s cybersecurity
team has used Al Studio to help reduce
alert fatigue and free up the amount of
busy work the team had previously spent
on triaging alerts and vulnerabilities.

The IT department uses Asana Al Studio
for vendor management, to support
help desk requests, and to ensure

it's meeting software and compliance
management requirements.

CUSTOMER SERVICE: A
TARGET AGENTIC Al USE CASE
One area that might be ideal for agentic
Al is customer service. Enterprises have
used interactive voice response (IVR)
systems and early customer service

chatbots for some time to automate
customer interactions, says Sheldon
Monteiro, chief product officer and

head of generative Al at technology
consulting firm Publicis Sapient. But they
are rule-based and operate within fixed,
predefined workflows, he adds.

“IVRs rely on rigid decision
trees, meaning they struggle with
complex or unexpected queries, often
frustrating customers who get stuck in
endless loops or are forced to repeat
themselves,” explains Monteiro.

Legacy chatbots operate on keyword
matching and pre-scripted responses.
They work well for simple, structured
inquiries, such as checking an account
balance, but fail when customers phrase
questions in unexpected ways, introduce
multiple topics, or require contextual
understanding, says Monteiro.

“Both approaches lack true
adaptability and dynamic problem-
solving — leading to frequent escalations
to human agents and poor customer
experiences,” says Monteiro. Agentic
Al introduces a new paradigm, shifting
from rule-based automation to context-
aware, self-improving, and autonomous
customer service agents, he explains.

“Customer service is a powerful
use case because it requires resolving
customer issues that can be complex and
multi-step with dependencies, involving
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contextual understanding, understanding
nuance and reasoning through customer
issues, and adjustments based on
changing conditions,” argues Monteiro.
Customer service interactions involve
unstructured data such as text, images,
and voice, and operate in dynamic
environments, requiring constant learning
and real-time adaptation, he says.
“Competitive advantage can be
maximized by immediate, autonomous
resolution, and using feedback to improve
over time,” explains Monteiro. “Legacy
chatbots and IVRs were about automating
tasks. Agentic Al is about solving problems
and delivering real-time, adaptive, and
personalized customer experiences.”

AGENTIC Al SWEET SPOTS

In addition to customer service
workflows, experts see four generic
process scenarios that could be provide
meaningful use cases for agentic Al.

1. Elevating hybrid

business processes

One scenario where agentic Al can have
an impact is with business processes
that already blend automated and

human decision-based tasks, says

Priya Iragavarapu, vice president of

data science and analytics at global
management and technology consulting
firm AArete. “Agentic Al is best applicable
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for business processes that have
dual approaches of programmatic
and manual tasks intertwined within a
single process,” says Iragavarapu.

An example of this would be
when an insurance claims processing
workflow involves automated validation
of structured data — such as verifying
policy numbers and coverage dates
— combined with manual review of
unstructured documents such as medical
reports or exception cases that require
human interpretation.

2. Bridging and orchestrating
silo-spanning workflows

Another scenario is when a business
process spans several, siloed teams,
where each team does not have visibility
or access to other teams’ data or systems.

“Then it is best to build an Al agent
that can be cross-trained for this cross-
functional expertise and knowledge,”
says Iragavarapu. An example of this
is an order-to-cash process in a large
organization, where the sales, finance,
and logistics teams each operate in
separate systems.

“The Al agent can integrate and
aggregate data from all these systems,
providing a unified view to identify
bottlenecks, send proactive alerts about
delays, and assist in reconciliation tasks,”
Iragavarapu says. The agent acts as a
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bridge across teams to ensure smoother
workflows and decision-making, she adds.

When processes span multiple teams
or departments and require significant
coordination, they can benefit from Al’s
ability to act as an orchestrator, Srivastava
says. Asana’s agents can suggest optimal
workflows and ensure accountability by
tracking team progress. “This ensures
that work aligns with goals and reduces
the risk of miscommunication or missed
deadlines,” he explains.

3. Aggregating automation
through multiple, repetitive steps
“Processes that involve routine, repetitive
actions, such as data entry, task allocation,
or report generation, are ripe for [agentic]
Al argues Srivastava. “These tasks often
consume significant employee time but
do not require deep creative or strategic
thinking. Agentic Al can automate these
workflows, allowing employees to focus
on higher-value activities.”

ISG is using agentic Al for some
components of its ISG Tango tool. “We
are upgrading [the tool] to incorporate
Al elements and piloting use cases in
procurement, sourcing, and supplier
management, which forms the bulk
of our consulting services,” explains
Kelker. “We are fast tracking those
use cases where we can go beyond
traditional machine learning to acting

autonomously to complete tasks and
make decisions.”

Steps that are repetitive and follow
well-defined rules are prime candidates
for agentic Al, says Kelker. “For example,
matching invoice processing in supplier
management led to our invoice forensics
offering, which ensures companies do not
double-pay for services,” he says. “The rules
should be clear and repetitiveness should
be high. This is the ideal combination.”

4. Supplanting costly manual tasks
Yet another scenario is when a business
process involves a manual approach
and it would be too expensive to hire
workers to handle the tasks.

“An example of this is customer support
operations in a rapidly growing business,”
reveals Iragavarapu. Instead of hiring a
large team to handle routine customer
inquiries such as order updates, account
issues, or basic troubleshooting, an Al
agent could handle a significant portion
of these interactions autonomously.

“It can resolve common issues,
escalate complex cases to human
agents, and learn over time to improve
its responses,” says Iragavarapu. “This
approach reduces operational costs,
improves response times, and allows
human agents to focus on higher-value
interactions, such as handling disputes
or building customer relationships.”
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Evaluating Al agent
development tools

Here are eight essential capabilities to look for when evaluating Al
agent development tools and platforms

BY ISAAC SACOLICK

0 a quick search for Al agent
development tools, and it won’t
take long to build an extensive
list of options. How will your organization
decide which tools and platforms
to integrate into your development
workflow? How well does a platform
support the full Al agent development
life cycle, and which ones have the
most mature integration, testing, security,
and operational capabilities?

Your initial list may include open-
source frameworks, tools hosted
on SaaS platforms, and low-code
platforms that incorporate Al agent
development capabilities. Hyperscalers,
large language model providers, and
startups are also marketing Al agent
development platforms.

In addition to having a structured
process for reviewing Al agent tools
and platforms, organizations should
consider the architecture rules, data
management considerations, developer
readiness around Al, and LLM testing
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strategies when reviewing opportunities
to develop Al agents.

| reached out to experts to identify
evaluation criteria for tools and platforms
used in the Al agent development life
cycle. Here’s what they said.

1. Al AGENT DEVELOPMENT
AND DEPLOYMENT
CAPABILITIES

Soham Mazumdar, co-founder and CEO
of WisdomAl, says platforms require three
core capabilities for developing Al agents:

* Configurability that allows teams to
customize behavior through prompts,
tools, and domain-specific knowledge
bases without requiring code changes.

¢ Evaluation frameworks that enable
rigorous testing, benchmarking against
industry standards, and continuous
performance validation across
diverse scenarios.

e Monitoring and reporting, providing
comprehensive operational visibility
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through detailed logging, real-time
analytics, and actionable feedback
loops that capture user interactions.

Mazumdar says, “These work together
to ensure agents are not only readily
deployable but also consistently reliable,
contextually adaptable, and positioned for
continuous improvement as requirements
evolve and user needs change.”

My take: To elevate more experiments
into production, organizations will need
to consider the testing and operational
capabilities of Al agent platforms. Using
third-party testing and operational tools
may not be ideal if they treat an Al agent
as a “black box.” Platforms that possess
all three capabilities should facilitate the
delivery of more reliable Al agents.

2. DATA INTEGRATION,
ORCHESTRATION, AND
CONTROLS FOR AGENTIC Al
For organizations looking to extend Al
agents into more autonomous agentic
capabilities, evaluate platforms for
greater data integration and controls.
Christian Buckner, SVP of data and Al
platform at Altair, says that enterprises
need cross-domain context, core agent
mechanics, and enterprise-grade
controls to establish a real foundation
for agentic automation.

AGENTIC Al

e Context means more than just data
and includes policies, tools, past actions,
and regulatory constraints.

e Mechanics means building blocks
like prompt engineering, data pipelines,
multi-agent orchestration, tool registries,
LLM connectivity, and access to
enterprise systems.

e Controls mean treating agents like
actors in a production environment,
with access governance, observability,
outcome evaluation, and escalation
baked in.

“Effective agentic Al requires a
broad foundation of infrastructure and
software, much of which is entirely new
to enterprises,” says Buckner.

My take: Whereas Al agent tools

focus on build, test, and deploy,
platforms supporting agentic Al should
make it possible to connect to an
ecosystem of data platforms, Al agents,
governance capabilities, and tools to
support operations.

3. DEVELOPER EXPERIENCE
Once organizations have a broad
understanding of Al agent development
tools and agentic Al capabilities, then dive
deeper into their features, form factors,
and experiences. | always begin with
end-user experiences because if tools are
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too difficult to learn or use, it slows down
progress and leads to workarounds.
“When evaluating agent-building
platforms, look for those that combine
intuitive development experiences,
deep enterprise integration, and built-
in governance,” says Dhiraj Pathak,
managing director of data and Al at
Brillio. “The ability to orchestrate across
systems, ensure explainability and
compliance, and continuously learn from
feedback is what will separate scalable
transformation from short-lived pilots.”

My take: Have multiple developers of
different skill levels evaluate several
Al agent building tools. Time-box
their effort to learn and conduct some
experiments, then capture feedback
about their experiences.

4. INTEGRATION CAPABILITIES
AND INTEROPERABILITY

Al agent building tools require
connectivity to multiple data sources

and the ability to test different models
and configurations. So, after validating
developer experience, review how easy it
is to connect Al agent development tools

with the targeted enterprise data sources.

“When selecting a tool for building
Al agents, teams must ensure
interoperability and governance are
in place to enable full transparency,
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including inputs/outputs, decision-making
paths, and external dependencies,”
says Steve Lucas, CEO of Boomi. “In
addition, teams should evaluate whether
a platform integrates seamlessly across
their broader digital ecosystem, as well as
offering no-code functionality to support
accessibility and ease of use.”

Kurt Muehmel, head of Al strategy
at Dataiku, adds, “When evaluating Al
agent building tools, look for platforms
that support persistent integrations with
enterprise systems and models, allow
flexible LLM swapping, and enable
continuous optimization through robust
monitoring, debugging, and performance
analytics. True agent maturity comes
from this full-cycle adaptability.”

My take: One reason technology
organizations end up with too many
development tools is when selections
focus on speed-to-delivery of a

few near-term use cases. Platforms
that demonstrate integration and
interoperability capabilities are more
extensible and more likely to be used
for ongoing development.

5. ABILITY TO LEARN FROM
OPERATIONAL EXPERIENCE
Al agents need a ton of data, but it’s
their abilities in interpreting information
and recommending actions that require
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evaluation. In an enterprise context,
this not only means connecting to
data sources; it requires developing
usage feedback loops and building
intelligence around the business
language, roles, and workflows.

“When evaluating Al agent building
tools, it’'s essential to review their ability
to handle customer interactions and
support tasks autonomously,” says Rob
Scudiere, CTO at Verint. “Brands must
determine their learning capability to
improve performance over time through
interactions and consuming more data.
Additionally, consider the solution’s
proactive nature in identifying opportunities
and potential issues before they arise.”

“Agents need to learn from operational
experience, but that learning has to be
auditable and consistent,” adds Kenneth
Stott, enterprise field CTO of Hasura.

“In enterprise environments, you can’t
have agents evolving in unpredictable
directions based on feedback loops you
can’t trace or control.”

Nikola Mrksi¢, CEO and co-founder of
PolyAl, says what really makes an Al agent
feel helpful is their ability to speak the
customer’s language. “You must be able
to include lexicon customization in your Al
agent build, which means teaching the Al
specific words, trademarked phrases, or
jargon that are relevant to your business
and customer base,” says Mrksic.

My take: Organizations should develop
test plans by building Al agents using a
subset of data, allowing beta-test users to
validate results, and iteratively improving
the model with usage and other data
sources. An iterative approach helps grow
end-user adoption and trust, while also
evaluating the Al agent’s capabilities to
improve its results.

6. ADOPTION OF ZERO-TRUST
SECURITY PRINCIPLES

Stephen Manley, CTO of Druva, says
trustworthy Al agents will follow zero-
trust principles to secure data access,
integrate into a secure ecosystem,

and protect data. Manley provides

these requirements:

e Agents must fit into a role-based,
least-privileged access architecture,
SO you can continue to keep your
master data safe.

e Tools must integrate into your
observability ecosystem, so you
can monitor what is happening.

¢ Protect the data across the entire
Al life cycle of data collection,
preparation, model training,
fine-tuning, and deployment.

Jimmy Mesta, co-founder and CTO of
RAD Security, also weighs in on security

capabilities. “Effective agents must access
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real-time telemetry, retain short- and
long-term memory across interactions,
and trigger actions in external
systems,” he says.

Devidas Desai, SVP of product
management of ASAPP, says, “Your
generative agent must behave as an
extension of your brand, so insist on
deep observability, including live traces,
redaction logs, token spend, and CX-level
KPIs, plus policy-driven levers that let
you fine-tune prompts, guardrails, and
fallbacks without opening a ticket.”

Stanislas Polu, software engineer and
co-founder of Dust, adds a final note. “Al
agents won'’t be tied to specific individuals
but will act as full team members, so you
will have to provision new permissions
for them and enable agents to operate
seamlessly across people and products.”

My take: Al agents are a security
hotspot because of the enterprise
data they access, the automations
they enable, and the user roles they
assume. Security capabilities will be a
key differentiator of enterprise-ready
Al agent development platforms.

7. NATIVE AND INTEGRATED
DEVOPS CAPABILITIES

There are over 40 DevOps best
practices covering the application

life cycle from planning and building
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through deployment and monitoring.
Look for Al agent development tools
that have some native capabilities and
others that integrate with commercial
DevOps platforms.

“Teams need capabilities like
version traceability, testing for response
accuracy, and built-in guardrails to
ensure the ethical use of Al,” says Gloria
Ramchandani, SVP of product at Copado.
“Just as with any modern DevOps
workflow, agents must also be deployable
across environments with auditability
and control. The most effective tools and
platforms are those that empower cross-
functional teams to ideate, build, test, and
deploy agents with security at scale.”

My take: Al agents will require ongoing
development, especially as models
improve, the underlying data changes
and new workflows get integrated. Define
a high baseline of DevOps capabilities,
especially around continuous testing,
advanced CI/CD, and observability.

8. NON-NEGOTIABLE
OPERATIONAL REPORTING

A production Al agent may fail in subtle
ways, such as responding with obvious
hallucinations, or worse, it may take
autonomous actions that are detrimental
to the business and brand. Monitoring
Al agents isn’t a pass-fail SLA-driven



operation, and there’s a gray area
around response accuracy. Advanced
Al agent building tools and platforms
will include monitoring and reporting
to help users discern model drift and
other potential errors.

“Once agents are successfully
deployed for real work, it becomes critical
to understand better when and why
they fail,” says Michael Berthold, CEO
of KNIME. “However, tools that allow
users to actually trace what and why an
agent came to a certain conclusion, or
performs a specific action, are still rare.”

“Comprehensive monitoring and
analytics are essential for developers to
understand how their Al agents perform
in production and identify what needs
improvement,” adds Saurabh Sodani, CTO
of Salesloft. “Without detailed dashboards
showing success rates, user satisfaction,
and failure points, developers can’t
effectively iterate and refine their agents
based on real usage.”

A new discipline of agent operations,
or AgentOps, is emerging that combines
capabilities from DevOps and ModelOps,
including observability and monitoring,
that help track the accuracy, reliability,
and performance of Al agents.

Maryam Ashoori, head of product
at IBM’s watsonx.ai, says, “AgentOps is
a fast-growing discipline, and to excel
at it, Al builders need the right tools to
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optimize, deploy, and monitor agent
behaviors at scale. AgentOps tools
should act as a central nervous system
for orchestrating agents once they’re
deployed, governing and securing
them, so their autonomy doesn’t turn
from asset to liability.”

My take: AgentOps is an emerging
capability that will likely incorporate
aspects of traditional monitoring
tools, AlOps platforms, and Al agent
development tools.

CONCLUSION

Many organizations are still in the early
stages of developing Al agents, while
tech companies continue to introduce
new development capabilities such

as agent integration protocols like
Agent2Agent (A2A) and Model Context
Protocol (MCP). Companies considering
developing Al agents should have both
a short-term and long-term view of the
tools they’ll use to support the full Al
agent development life cycle. B
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How LinkedIn built an
agentic Al platform

Working with Al at scale requires you use models and their APIs like
any other components in a software development stack

BY SIMON BISSON

asic chatbots get much of the

publicity associated with modern

Al platforms, but they have limited
use cases, providing a simple natural
language interface to search tools. It’s
certainly useful, but it is still best thought

of as an extension of existing search tools.

Al has other uses: embedding the
technology inside enterprise IT stacks,
providing advanced filtering and
summarization, using it for translation
and voice recognition, and simplifying
interactions through natural language. But
that means incorporating Al as part of our
existing development stacks, formalizing
how we implement Al solutions and
treating them as just another tool that
offers new capabilities that extend what
we can do with software.

FROM CHATBOT TO
APPLICATION COMPONENTS
Building Al technology into enterprise
applications forces you to remain aware
of both its capabilities and its limitations.
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Agentic Al allows us to treat Al as
orchestrated APIs, with data sources
provided by Model Context Protocol (MCP)
servers and agent-to-agent authentication
and authorization via the under-
development Agent2Agent (A2A) protocol.

It's interesting to see how early
adopters have begun to formalize using
Al tools in their development tool chains.
Last November, LinkedIn unveiled its
approach to a generative Al application
stack, and now the company is building,
testing, and monitoring agentic Al
applications with a focus on longer
interactions and workflows.

One thing I've noticed over the past
few years of writing about Al application
development is that developers often
repurpose older coding techniques
in order to quickly build modern
applications. The LinkedIn framework is
clearly building on existing distributed
application development methods,
implementing agents as part of a
messaging-based platform.


https://www.infoworld.com/profile/simon-bisson/
https://www.linkedin.com/blog/engineering/generative-ai/behind-the-platform-the-journey-to-create-the-linkedin-genai-application-tech-stack
https://www.linkedin.com/blog/engineering/generative-ai/behind-the-platform-the-journey-to-create-the-linkedin-genai-application-tech-stack
https://www.linkedin.com/blog/engineering/generative-ai/the-linkedin-generative-ai-application-tech-stack-extending-to-build-ai-agents
https://www.linkedin.com/blog/engineering/generative-ai/the-linkedin-generative-ai-application-tech-stack-extending-to-build-ai-agents
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WORKING WITH

FAMILIAR CONCEPTS

LinkedIn Distinguished Engineer Karthik
Ramgopal agrees. “Even when we are
building agents, the reality is you still
have a user-facing application,” he says.
“You still have a large-scale distributed
system in the background. So rather
than invent everything from the ground
up, you lean in on familiar technologies
but add the layers needed to make
agents work at scale.”

This explains the tendency of agent-
based applications to fall back on
messaging architectures. Ramgopal points
out, “The reason we and almost everyone
else are falling back to messaging as
the abstraction is because it’s incredibly
powerful. You have the ability to
communicate in natural language, which
is, you know, pretty important. You have
the ability to attach structured content.”

The use of structured and
semistructured information is becoming
increasingly important for agents and
for protocols like A2A, where much of
the data is from line-of-business systems
or, in the case of LinkedIn’s recruitment
platform, stored in user profiles or easy-
to-parse resumes.

The orchestrating service can
assemble documents as needed from
the contents of messages. At the same
time, those messages give the application

platform a conversation history that
delivers a contextual memory that can
help inform agents of user intent, for
example, understanding that a request
for available software engineers in
San Francisco is similar to a following
request that asks, “now in London.”

BUILDING AN AGENT
LIFE-CYCLE SERVICE

At the heart of LinkedIn’s agentic Al
platform is an “agent life-cycle service.”
This is a stateless service that coordinates
agents, data sources, and applications.
With state and context held outside this
service in conversational and experiential
memory stores, LinkedIn can quickly
horizontally scale its platform, managing
compute and storage like any other
cloud-native distributed application. The
agent life-cycle service also controls
interactions with the messaging service,
managing traffic and ensuring that
messages aren’t dropped.

Agents are built using familiar gRPC
interfaces, with application developers
using libraries that handle conversions
between messaging and API calls.
Usefully, agent developers can have gRPC
proto 3 options hold the agent metadata
for use by the agent life-cycle service.

One key feature of the agent life-
cycle service is support for long-running
tasks and for managing the shift between
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interactive and batch operations. This
brings Al-based applications closer to
the model of contextual computing that
Microsoft has been trying to deliver

for more than 30 years, where agent
memory functions give the Al agent
apps a way to manage user intent, user
context, and agent context.

KEEPING HUMANS

IN THE LOOP

As well as context, the agent life-
cycle service is intended to manage
authorization and authentication and
support role-based authentication. This
is important. In much of the world, the
personal data stored in the LinkedIn
platform is regulated and needs to be
protected to ensure privacy. This also
requires a human in the loop, making
decisions and guiding operations. For
example, if an application is used to
communicate via email, all generated
emails should be editable and need to
be explicitly sent by the user.

With much of LinkedIn’s platform
focused on its role as a recruitment tool,
the first public application built using
its new framework is an update to its
Hiring Assistant service. Developing
tools that affect people’s lives has helped
define key principles that aim to avoid
a pure algorithmic approach, keeping
humans involved to ensure the system
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stays trustworthy and safe. The intent
is not to replace humans but to provide
an aid that can help them work more
effectively. The underlying agents need to
collaborate with users to clarify decisions,
get feedback, and provide inputs that
are stored in contextual memory and
can refine future actions.

The resulting application uses
natural language interfaces to quickly
filter job candidates based on recruiter
queries within the existing LinkedIn
platform, displaying matches and helping
automate the hiring process. There are
conversational elements, but the tool is
embedded in familiar screens. Like many
of the best Al tools, it’s designed to save
time and help with existing processes, not
automate them completely.

USING OBSERVABILITY

TO MANAGE AGENTS

Along with an architecture for managing
and orchestrating agents, the LinkedIn
agentic technology stack provides a
framework for including observability
features, building on familiar technologies
such as OpenTelemetry to instrument
much of its operation. This allows you to
see how and when agents call services
and what data they use. You can use
observability data to understand how
an application is working, for both
debugging and reliability purposes,


https://www.linkedin.com/business/talent/blog/talent-acquisition/introducing-hiring-assistant
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as well as for providing necessary
information required to ensure
regulatory and privacy compliance.
As Ramgopal notes, “You need to
have the same rigor as you have for
traditional software systems in terms of
observability and monitoring, knowing
what’s going on and auditing.”

It's important to understand that this
is key to LinkedIn’s approach to Al, that
it's another part of its existing enterprise
architecture. Ramgopal describes it as
part of the transition from pilot projects to
everyday tools. “I think a lot of this gets
lost in a bunch of demos people do of
simple applications — hey, my LLM can do
something fancy — but when you actually
roll out an enterprise system at scale, all
these things actually come into the picture
and you have to think about them.”

Al IN DISTRIBUTED
ARCHITECTURES

One important aspect of LinkedIn’s
internal tool is that it enables developers
to understand that interactions can be
non-deterministic. In the development
playground, you can see the consistency
trade-offs that come from using a
distributed agent platform and decide
how to balance latency and consistency.
It's reminiscent of the ways Microsoft
exposed consistency models in its
Cosmos DB platform, helping you

choose the approach that works best
for your code.

There are other trade-offs with a
platform like this, such as the availability
and cost of GPUs for at-scale inferencing.
With the first application built on
LinkedIn’s platform being designed to
help recruiters find candidates for a role,
much of the overall assessment process
can be delivered asynchronously, treating
agent operations as a batch process
to save resources. However, agentic
Al allows the platform to be flexible, for
example, showing possible high-priority
job candidates as soon as they express
an interest in looking for a new role and
informing recruiters as quickly as possible.

Treating agentic Al as a distributed
application is key to this approach;
agents are modules orchestrated by
the core Al application, which controls
the overall workflow, treating it as a
life cycle that manages connections to
agents and data sources.

LinkedIn’s framework shows that
modern Al isn’t some special thing that
needs to be treated differently from
the rest of the code we build. Instead,
it's best to think of it as simply another
piece in a cloud-native distributed
architecture that’s part of our existing
observability framework. Then we can
start finding more uses for Al than yet
another chatbot. ll
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